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Introduction 
Machine learning and deep learning have increasingly attracted interest over the last five years (Figure 
1) and we often see these terms applied in the context of mineral exploration, mine exploitation and 
geoscience studies. In addition, the term “artificial intelligence” is often used interchangeably with 
machine learning and deep learning. These new technologies and methods are developed by global tech 
companies and international research teams to solve both trivial and complex problems and often to 
surpass humans performance at specific tasks. In the mining industry, both recent start-up companies 
and well-established mining and service companies are implementing machine learning in all facets of 
their work. It is projected that mineral exploration will be revolutionized by new implementations of 
these algorithms on historical data, and that in the future mines will run automatically with self-driving 
trucks. These implementations promise impressive value gains but how these gains will be achieved is 
not clear to a general public who is unaware of the technology underlying automation. In addition, the 
potential for these technologies to surpass human performance in specialized tasks creates fear around 
job loss and restructuring, motivating some to reject them altogether.  

As is often the case, however, the reality of the impact of these methods on the mining industry is more 
complex than is widely perceived. While machine learning, deep learning and artificial intelligence are 
related, they are different topics. Each have the potential to add value in the mining industry, but many 
challenges still need to be overcome in their implementation, and these technologies do not apply in all 
situations. This article tries to demystify artificial intelligence, machine learning and deep learning, and 
gives insight on how these technologies can be applied in the domain of geoscience in the mining 
industry. 

 

 

Figure 1: Evolution of the Machine Learning (ML) and Deep Learning (DL) topics on google since 2004. Source Google Trends. 



What is artificial intelligence? 
Artificial intelligence is a general term used to describe machines that perform cognitive or perceptive 
tasks such as problem solving. An Excel program that decides if a rock is ore or waste based on gold 
grade and using a simple formula (e.g., IF(Au>1g/t) THEN rock = ore) is by that definition an example of 
artificial intelligence. A self-driving car is also an example of artificial intelligence. The level of cognition 
necessary to solve a problem is highly variable from one task to another, and the term artificial 
intelligence can be broadly applied to any decision-making or interpretation-making process that 
involves a computer. The term artificial intelligence thus encompasses a large range of processes and 
can be used as a marketing term applied to software or service solutions, including machine learning 
applications. 

What is machine learning? 
Machine learning refers to numerical methods that facilitate predictions for a set of data based on 
example sets of data. These numerical methods are often referred to as algorithms. Contrary to other 
fields of artificial intelligence, machine learning does not require a human to explicitly provide the 
decision-process rules to the algorithm as these rules are automatically deducted from example data. 
The process of providing example datasets to an algorithm to teach the algorithm how to make 
predictions is called training. For example, an algorithm can be trained to predict rock names based on 
the geochemical composition of the rock. To do so, it must be presented with a training dataset, or 
examples of rock geochemical compositions togethers with the associated labels (i.e., rock names). 
From this input data, the algorithm will learn the patterns in the data and the relationship between the 
geochemical composition of the rock and its name. Using this estimated relationship, the algorithm 
creates a function that takes as input geochemical data and calculates as output the rock-type label 
(Figure 2). This estimated function is an approximation of the underlying function in the data and aims at 
predicting, with the most accuracy possible, the output data (i.e., rock names). However, most machine 
learning algorithms are based on patterns within the provided data, rather than reflecting the 
underlying cause of the observed relationships (i.e., they are empirical). That makes predictions based 
on machine learning tools susceptible to errors in the absence of model validation by domain experts 
(discussed below). As an example, no rhyolite samples were provided to train the model presented in 
Figure 2, and any rhyolite sample would be incorrectly predicted as an andesite by the model. 



 

Figure 2: Input data and machine learning model to predict rock name based on its geochemical composition. Hard coloured 
points represent input training data and transparent points represent test data which were correctly predicted with an accuracy 
of 95%. 

 

Based on this definition, many geoscientists already train machine learning algorithms, from simple 
linear regressions to geostatistical mineral resource estimations such as kriging. In the latter case, the 
input data are 3D coordinates and the output is a metal grade. Training data are from the georeferenced 
assay database of the project. A wide range of machine learning algorithms are available and can be 
parametrized to accomplish specific geoscientific predictions, provided training data are available or 
generated. For example, machine learning can be used to generate exploration targets in a data-rich 
environment (e.g., Goldspot Discoveries, SRK Consulting), automatically generate geological domains in 
a deposit (e.g., Maptek), estimate ore density based on assay values (unpublished) or recognize gold 
grains in a till sample photograph (e.g., IOS Services Geoscientifiques). 

What is deep learning? 
Deep learning is a branch of machine learning that focuses on a specific type of algorithm called Deep 
Neural Networks (DNNs). This approach was initially developed in the 1980s, but became popular only in 
the early 2010s with the availability of processors capable of running these computationally expensive 
algorithms. 

DNNs are composed of layers of interconnected units, or “neurons,” that perform simple mathematical 
tasks such as multiplying the result from previous neurons (Figure 3). The training of these algorithms 
consists in tuning each neuron to better predict the training dataset. DNNs learn patterns in the data 
progressively, starting from simple relationships between variables in the first layers of neurons to 
complex abstract patterns in the last layers. Standard DNNs can solve problems on organized numeric 



data such as tables, and other DNNs are specialized on specific types of data such as images or time 
series. 

 

Figure 3: Conceptual model of a Deep Neural Network for the prediction of rock names from photographs 

Convolutional neural networks are DNNs specialized for the treatment of images or similar data 
composed of adjacent pixels. They are used in mineral exploration to generate targets (e.g. Orefox), 
process and interpret seismic data (e.g., Geolearn), identify indicator minerals in till samples (e.g., IOS 
Services Geoscientifiques), or to provide qualitative and/or quantitative drill core descriptions from core 
photographs (e.g., Geolearn) or hyperspectral data (e.g., Solve Geosolutions). 

Recurrent neural networks are DNNs specialized in data presented as sequences of inputs. They are 
specifically adapted to temporally connected datasets such as time series or text data. Recurrent neural 
networks can be used in exploration to identify prospective claims based on available public reports 
(e.g., Goldspot Discoveries) or to log borehole data based on continuous rock physical properties 
measurements (e.g., CGG). 

Strengths of machine learning 
Machine learning in general and deep learning in particular are increasingly used in a number of 
applications ranging from facial recognition to self-driving cars and text translation. As mentioned in the 
examples above, machine learning can be adapted to solve geoscientific problems, save time and reduce 
costs in the mineral industry. Machine learning solutions have a series of advantages over traditional 
approaches: 1) algorithms can take a large amount of input variables and find patterns in complex 
multivariate datasets whereas the human brain is mostly limited to looking at interactions between two 
to three variables at a time; 2) provided a representative training dataset is available, a machine learning 
algorithm learns patterns without having to provide a preferred model and can thus provide an 
objective evaluation of the data; 3) a trained algorithm has a known accuracy that can be evaluated 
using test data. The estimated model accuracy and uncertainty are quantitative and can be taken into 
account in the decision-making process; 4) once a machine learning model is trained, predictions are 
homogeneous and a given input data will always result in the same output; 5) a trained algorithm can 
process large amounts of data rapidly and provide in a few minutes an interpretation, which, in many 
cases, may have been impossible for a human to make. 



For all these reasons, machine learning has the potential to significantly improve a large number of 
complex or repetitive tasks that are traditionally accomplished directly by humans or by less performant 
algorithms. The examples provided above are only a fraction of what is already used in the industry or 
developed by researchers. In addition, the application of machine learning to the mining industry only 
started to gain a large interest in the last two to three years, and many other applications still have to be 
developed. 

Challenges 
Machine learning is not, however, the solution to all problems, and a series of challenges needs to be 
overcome for its successful application. For example, machine learning algorithms are dependent on 
training datasets. Large datasets are required to train a reliable model, and high-quality labelled data is 
usually not available and is often expensive to acquire. In addition, most algorithms require the data to 
be clean, well-organized and in a true digital format. Most datasets collected today in mineral 
exploration are not up to the standard(s) required for machine learning applications. Significant 
improvements are required in the way we collect, organize and store data before machine learning 
becomes a viable practice. Some of these improvements will require geoscientists to adapt to the 
requirements of artificial intelligence in general and machine learning in particular.  

In addition, machine learning methods must also adapt to the Earth Sciences. Geoscience problems 
generally include complex spatial- and time-related relationships between variables, and a strong 
domain expertise is necessary to understand which data are necessary to solve a problem, how to pre-
process the data, and finally how to interpret the predictions made by a machine learning algorithm. 
Machine learning is itself a complex field with many algorithms adapted to specific problems with their 
own advantages and disadvantages. Unfortunately, it is easy to introduce bias if the problem, or the 
required input data, are misunderstood. Predictions based on such incomplete and/or improperly 
trained models can sometimes lead to disastrous effects. As an example, an algorithm can be trained to 
recognize porphyry deposits in the cordillera from multispectral satellite images. One might hope that 
the algorithm will recognize the alteration pattern related to such deposits. But if the machine is trained 
with images of already exploited deposits, the algorithm is likely to associate large open-pit operations 
visible on satellite images with porphyry deposits and generate targets in all quarries, including those 
unrelated to economic mineralization, within the area of interest. A strong domain expertise and an 
understanding of the problem are necessary to avoid such biases. 

For these reasons, machine learning can be seen as a tool in the hands of geoscientists to make 
predictions, help with decision-making and solve problems. Like all complex tools, machine learning 
algorithms require a strong machine-learning and geoscience expertise, and only a multidisciplinary 
team can succeed in implementing a machine learning solution to a problem. 

Conclusions 
Machine learning methods are increasingly implemented in the mining industry to solve a large variety 
of problems. They perform exceptionally well to solve repetitive tasks and for problems with large 
amounts of multivariate, high-quality and well-labelled data. Their objectivity, high performance and 
adaptability makes machine learning algorithms an ideal solution to multiple problems at multiple 
scales. However, training and implementing a machine learning solution in exploration, or within a mine 



environment, requires strong domain expertise in geoscience. Training a model is complex, and several 
challenges must be overcome, the quality of the input data not being the least of them. 

Machine learning is an innovation that is already adding value in the mining industry through cost 
reduction and in research in economic geology. It has the potential to become a major tool in multiple 
aspects of geoscience and in mining. The new generations of geologists must learn how to use these 
tools and how to interpret their predictions. Companies and research departments must adopt these 
tools to stay at the forefront of their field. 
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